
Linear Models sheet 3

1. The Gauss-Markov theorem shows that in general, least squares estimators have smaller
variance than any other linear unbiased estimator. Verify this for simple linear regression:

(a) Find the variance of the least squares estimator of the regression slope, based on
data (x1, Y1), . . . , (xn, Yn).

(b) Find the value of the constant c such that c(Y1−Y2) is also a linear unbiased estimator
of the slope.

(c) Find its variance, and prove directly that it is at least as great as that of the least
squares estimator.

(d) Repeat this check with another linear unbiased estimator of your own choosing.

2. Suppose that in a general linear model in matrix form Y = Xβ + ε, the errors εi are
i.i.d. U(−σ, σ). (Note that σ is no longer the variance of the errors, but it is still a scale
parameter.). Show that the maximum likelihood estimator of β has the property that it
minimises the value of sup{|Yi −xT

i β|, i = 1, 2, . . . , n}. [This is a little tricky; write down
the Uniform density using indicator functions, work with L not `, and don’t try to use
calculus!]

3. In the case of simple linear regression (again!), Yi = α + βxi + εi, i = 1, 2, . . . , n, find a
test statistic for the hypothesis that the true line goes through the point (x?, y?), i.e. that
α + βx? = y?, and state the distribution for your statistic under this hypothesis.

4. Suppose that the standard normal assumptions for the linear model are modified to assume
that Yi ∼ N(xT

i β, σ2/wi), independently for i = 1, 2, . . . , n, where the {wi} are known
positive constants. By modifying the argument on slide 33, show that the m.l.e. of β is
now different (in general) from the least squares estimate, and is in fact the value of β
that minimises a certain weighted sum of squares.

5. Show that the model in which Yi ∼ N(µ, σ2) independently, i = 1, 2, . . . , n can be written
as a (rather simple) normal linear model (with p = 1). Write out explicitly what the
corollary in slide 36 now says. Compare this with the (single sample) t-test introduced in
the 1st year. Can you set up the 2-sample t-test in the same kind of way?

6. Refer to the handout about analysis of the lipid data, including this fragment of output:

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 1.279868 0.215699 5.934 5.69e-06 ***
Age 0.052625 0.005192 10.136 9.43e-10 ***
---
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Explain where you think the t value and Pr(>|t|) columns come from, in the light of the
theory in section 4 of the notes. Check the calculations, and interpret the consequences
carefully.


