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Abstract

Any model-based prediction must take account of the discrepancy be-
tween the model and the underlying system. In physical systems such
as climate, where a typical system component is indexed by space,
time, and type, this discrepancy has a complex joint structure, which
makes direct elicitation very demanding. Here we propose an alter-
native to direct elicitation, based on judgements about a collection of
model-evaluations, known as a Multi-Model Ensemble (MME). The
crucial statistical modelling framework is that of second-order ex-
changeability, within a Bayes linear treatment. We show how a second-
order exchangeable MME can be used to learn about the discrepancy,
and also how it can be used to support our judgements about the rela-
tion between the model-evaluations and the system. We illustrate our
approach with global surface temperature, using an MME constructed
for the IPCC Fourth Assessment Report.
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1 Introduction

Evaluations of models, typically implemented as computer programs, are
central to predictions of complex physical systems. These models are useful
and informative, but they are not precise, and the discrepancy between the
model-output and the actual system behaviour must be factored in to the
system predictions. An explicit role for this discrepancy has been a part
of the statistical analysis of computer experiments since the mid-1990s (see,
e.g. Craig et al., 1996, 1997; Kennedy and O’Hagan, 2001; Craig et al., 2001;
Higdon et al., 2008; Sansó et al., 2008; Rougier, 2008). However, the concep-
tual and practical burden of incorporating this discrepancy has limited its
diffusion into applied areas, and predictive statements about complex sys-
tems are all too often made under the (often implicit) supposition that the
model is in fact a perfect representation of the system.

For a collection of evaluations of different models, termed a ‘multi-model
ensemble’, the task is even more challenging. Each model has its own dis-
crepancy, but the discrepancies across models will be related if the models
share components. This suggests that the mean of the ensemble will typ-
ically provide a better point-estimate of actual system behaviour than any
one model. But it is extremely difficult to quantify uncertainty around that
point-estimate, because this will depend on the degree to which variation in
the discrepancy is common across models. The mean of a very large ensemble
will not necessarily have a tolerably small error relative to the system value.

Climate prediction provides the canonical example of an ensemble shar-
ing common components. Under the auspices of the Intergovernmental Panel
on Climate Change (IPCC), research groups across the world have run cli-
mate projections under specific future scenarios, each using their own climate
models. The results have been central to the analysis in the IPCC Fourth
Assessment Report (http://ipcc-wg1.ucar.edu/). In ch. 10 of the report
of Working Group 1 (Meehl et al., 2007), section 10.5 addresses the issue
of “Quantifying the range of climate change projections”. It is recognised
that the range of climate uncertainty can only be partially quantified by the
range of the ensemble, due to “common systematic biases” (Meehl et al.,
2007, p. 797). No attempt is made, formally, to account for these common
biases in assessing ranges for global mean temperature under different future
scenarios. Instead, the authors propose a range of −40% to +60% of the
ensemble mean, based on expert judgement that synthesises evidence from a
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wide variety of studies (see, e.g, Meehl et al., 2007, Figure 10.29, p. 809).
In this paper we address the question: how can we statistically model the

marginal and joint discrepancy of a collection of model evaluations? We pro-
vide a framework within which a formal assessment of the discrepancy can be
made, taking account of shared biases. This framework does not remove the
subjective element of expert judgement, but it makes the process of forming
and using such judgement more transparent. Section 2 describes the back-
ground and objective of our inference. Section 3 describes our central sta-
tistical modelling choice: second-order exchangeability of model-evaluations,
treated within a Bayes linear framework. Section 4 contrasts our statistical
approach using discrepancies to the standard (in climate science) approach
of using anomaly corrections. Section 5 provides an illustration using global
temperature fields from state-of-the-art climate models. Section 6 contains
a summary and a short discussion. An Appendix outlines those aspects of
the Bayes linear approach that are relevant to our analysis.

2 Outline of the inference

Consider some complex physical process, denoted y, for which there are
imprecise observations on a known subset. For simplicity, suppose that y
can be partitioned into ‘historical’ and ‘predictive’, y = (yh,yp), where we
treat yh as sufficient for the observations z. In particular,

z = yh + e (1)

where the measurement error e is treated as independent of y, and of any
of the other uncertain quantities introduced below. The system observations
z can be generalised to be any linear combinations of y, observed with or
without error. The additive treatment of error is standard, but does not
preclude transforming the system values: for example, by transforming to
logarithms the errors can be proportional.

How much can we learn about the two components of y in this frame-
work? We favour a Bayesian approach, in which our judgements about y
are updated by conditioning on z. Although they may seem numerous, in
complex systems the data in z are typically sparse relative to yh, taking
account of the size of the state vector, and non-linear system behaviour that
can introduce substantial spatial and temporal variation at all scales (Smith,
2002). Thus an approach such as maximum likelihood will leave yh under-
determined, and tell us nothing at all about yp. In a Bayesian approach
we can supply additional information through the prior on y. Physical rela-
tionships, e.g. conservation laws and equations of state, can induce a large
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amount of structure across the components of y, and a physical model which
encapsulates such relationships can be interpreted as a device for specifying
prior judgements about y (Rougier, 2007).

In order to explain the whole procedure, suppose that our model is newly
created. Models of complex systems typically contain parameters that are
imperfectly known, and the model can be thought of as a function of these
parameters. We denote a model-evaluation as f (0)(x(0)), where x(0) is a
particular value of the parameters of f (0)(·): the reason for labelling our
model with a 0 superscript will become clear below. The standard approach
to linking the model and the system, i.e. to quantifying judgements about
the informativeness of model evaluations for describing system behaviour,
is based on a ‘best input’, x̃(0), which is uncertain: learning about x̃(0) is
termed ‘tuning’ or ‘calibration’. Denote the model-evaluation at this input
as f̃

(0)
, f (0)(x̃(0)). An important property of the best input is that the

discrepancy d(0) , y − f̃
(0)

is uncorrelated with f̃
(0)

, written

y ≡ f̃
(0)

+ d(0) where d(0) ⊥⊥ f̃
(0)
. (2)

The best input approach, its limitations, and its generalisation are discussed
in Goldstein and Rougier (2004, 2008); Rougier (2007) describes it in the
context of climate inference.

Our model is imperfect, so the discrepancy d(0) should not be taken to be
identically zero: it is an uncertain quantity, with a distribution which reflects
our judgements about the limitations of the model. For example, where the
physical model is inaccurate, this inaccuracy is usually persistent in space
and time, and so d(0) should not be treated as a collection of independent
quantities. For simplicity, we will take the prior mean of the discrepancy to
be zero, but this is also a reasonable choice because the model output can be
adjusted to account for known biases. For example, these can be subtracted
off the original output (see the discussion of anomalies in section 4), or re-
moved by making adjustments within the model, such as flux-corrections.
Therefore we know that the model-output and the actual system value will
disagree but we do not know, a priori, whether the difference for any com-
ponent will be positive or negative.

The introduction of the physical model introduces two new uncertain
quantities, x̃(0) and d(0). One approach, perhaps the most common one, is to
perform the inference jointly on

{
x̃(0),d(0),y

}
, in a fully-Bayesian analysis

that conditions on z: this is described by Kennedy and O’Hagan (2001),
and used in a climate inference by Sansó et al. (2008). But specifying full
probability distributions for d(0) is very challenging, particularly accounting
for the complex joint structure in d(0), and the sampling calculation is very
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unwieldy for large systems for which there might be thousands of components
in y, like climate. For these problems we advocate a Bayes linear approach
(see, e.g., Craig et al., 2001; Goldstein and Rougier, 2006). This is similar in
spirit to a fully Bayesian analysis, and is appropriate whenever one is either
unwilling or unable to make meaningful prior specifications for full joint
distributions: the Bayes linear approach requires only judgements concerning
the means and variances of uncertain quantities. Brief details are given in
the Appendix and a detailed treatment in Goldstein and Wooff (2007).

Within the Bayes linear approach we proceed sequentially: first learning
about d(0), notably its mean vector and variance matrix, and then taking
what we have learnt and using it in an inference about x̃(0) and y. Obvi-
ously this works best if there is a source of information about d(0) that is
to some extent independent of z. In a recent climate paper, Murphy et al.
(2007) use a multi-model ensemble (MME) for this purpose. An MME is
a collection of evaluations from different models (e.g. models from different
research groups), each of which has been tuned to broadly the same criteria.
The Murphy et al. approach to deriving a point estimate of d(0) using z and
an MME is rather informal, from a statistical point of view. In the next sec-
tion we propose a formal approach for learning about the mean and variance
of d(0). We recognise one desideratum at the outset, which is, if possible, to
avoid ‘over-using’ z when learning about d(0), in order that we can use z in a
subsequent inference about y. A certain amount of double-counting is almost
inevitable in large-scale statistical applications, but it would be preferable to
minimise the potential for double-counting at this stage. The simplest way
to achieve this is not to use z directly in our inference about d(0), but to use
a many-to-one mapping of z, which is how we proceed below.

Although the benefits of learning about d(0) have been described in terms
of learning about x̃(0) and y, it should be clear that d(0) is a very informative
quantity in its own right. Systematic deviations from zero, e.g. according to
the type of the output or spatial index, may be traceable back to model-
components. Over time, assessments of both the mean and standard devia-
tion of d(0) will help to quantify how much our models are improving, and
can be associated with other model-properties, such as the resolution of the
solver, to refine our plans for further model-development.

3 Second-order exchangeability modelling

The previous section introduced our new model f (0)(·), and the uncertain
value of its ‘best’ parameters, x̃(0), and defined the ‘best’ evaluation f̃

(0)
,

f (0)(x̃(0)), and the discrepancy d(0) , y− f̃
(0)

, where y is the actual system
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value. This section describes how we can learn about the mean and variance
of d(0) using a multi-model ensemble (MME). At this stage we do not need to
evaluate f (0)(·). Indeed, the model does not even have to exist: one purpose
of making an informed choice for the mean and variance of d(0) might be
as part of the prior specification for learning about x̃(0), as described in
section 2. It suffices that we have access to other models that we judge
similar to f (0)(·). Our requirement for similarity is described in section 3.1.
Section 3.2 describes the statistical modelling implications, and section 3.3
the calculations for updating the mean vector and variance matrix of the
discrepancy d(0).

3.1 Second-order exchangeability

An MME comprises a collection of evaluations of different models, e.g. models
from different research groups, where each model is evaluated at its best
input. In this paper, for simplicity, we will not consider the distinction
between the tuned input of any given model and its best input. This is a
reasonable first approximation because, typically, the variance attributable
to the difference between the model-evaluation at the best input and at the
tuned input would be small relative to the model discrepancy variance. In
section 5 we will discuss the practical implications of this in the context of
the illustration.

This section describes our prior judgements about an MME. The evalua-
tions are denoted f̃

(j)
for j = 1, . . . ,m. Denote the set of allm+1 evaluations

as {
f̃
}

,
{
f̃

(0)
, f̃

(1)
, . . . , f̃

(m)}
, (3)

i.e. our model plus the models in the MME. Our basic premise is that all of
the models are equally informative about y in the sense that if we had to pick
any pair of models for inference about y then we would be indifferent between
all
(

m+1
2

)
pairs. We encapsulate this in the following statistical framework:

The set
{
f̃
}

is a subset of a second-order exchangeable sequence{
f̃

(0)
, f̃

(1)
, . . .

}
, which is in principle infinite, and y respects ex-

changeability with this sequence.

The definitions of second-order exchangeability and respecting exchangeabil-
ity are given in the Appendix. Although second-order exchangeability is a
strong condition, it is much weaker than full exchangeability, and more likely
to be applicable in practice.

Many MMEs, such as the climate model ensembles compiled for the IPCC
Assessment Reports, are not created with second-order exchangeability in

6



mind: sometimes they are referred to as ‘ensembles of opportunity’ (Tebaldi
and Knutti, 2007). Consequently, a scientist wanting to proceed as though
{f̃ } is second-order exchangeable will need to consider whether in fact some
models in the MME should be dropped. For example: models considered
to be tuned irregularly (or to be over-tuned), to be overly complex, or too
simple compared to f̃

(0)
should all be excluded. It may seem paradoxical

to exclude a model which is too good. However, we are not excluding this
model from the analysis, but only from the judgement of second-order ex-
changeability with our particular model f̃

(0)
. Having said that, the issue of

how we combine models of different quality into a single inference about the
system is a complex one (Goldstein and Rougier, 2004, 2008). If there are
several versions of a single model, then replicates or near-replicates should
also be removed.

In this sub-selection of an ‘opportunistic’ MME there is clearly a balance
to be struck between the egalitarian and politically expedient attitude that
all models are equally good, and the often very strongly-held view of individ-
ual scientists that some models are quite different from others. The IPCC
process resembles a beauty contest that is played out every six years, and
the decisions that are made as the individual models are upversioned, and
new models introduced, reflect complicated objectives. Naturally, the judge-
ments of climate scientists about the models that arise from this process are
extremely nuanced, and may well be hard to articulate. The route of least
resistance would be to treat the whole MME as second-order exchangeable,
and suppress a public judgement that some of the models are identifiably
outliers. The degree to which this compromises the inference will depend on
how many of these there are, and how much they differ.

3.2 Statistical modelling implications

We now proceed as though the MME has been reduced to a collection of
model-evaluations judged by us to be second-order exchangeable. It is worth
stressing again that this is a prior judgement, made not according to the
results of the evaluations, but according to the meta-data (e.g. for each
model-evaluation: the reputation of the research group, the complexity of
the model, the resolution of the solver, the amount of resources devoted to
tuning).

By the Second-Order Representation Theorem (see the Appendix), any
member of the MME may be written as

f̃
(j)

= M(f̃) +Rj(f̃) j = 0, 1, . . . ,m, (4)
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where M(f̃) and Rj(f̃) are both uncertain vector quantities: M(f̃) repre-
sents the mean component, and Rj(f̃) represents an uncorrelated residual.
The mean component is most simply understood as the representative model,
so that any particular model in the collection can be thought of as an un-
correlated random perturbation of the representative model. If f̄ (m) is the
ensemble mean, then

f̄ (m)
Q−→M(f̃) (5)

where ‘
Q−→’ denotes convergence in quadratic mean.

Define the discrepancy for each model as

d(j) , y − f̃
(j)

j = 0, 1, . . . ,m (6)

then {d} , {d(0),d(1), . . . ,d(m)} is also second-order exchangeable, because
y respects exchangeability with {f̃}. Therefore any member of {d} can be
written as

d(j) = M(d) +Rj(d) j = 0, 1, . . . ,m (7a)

where it follows from (4) and (6) that

M(d) ≡ y −M(f̃) (7b)

Rj(d) ≡ −Rj(f̃). (7c)

Note that the Rj(d) have a common variance, hence Var(Rj(d)) will be
written as Var(R(d)) for all j.

Eq. (7) has two important consequences. First, if we choose to set
Var(M(d)) to zero, then we are asserting that y = M(f̃). In this case,
we could make the ensemble mean f̄ (m) arbitrarily close to y simply by us-
ing enough models. If we believe that the evaluations in our MME contain
common sources of error, so that y 6= M(f̃), then we ought to choose a value
Var(M(d)) > 0.

Second, if m is large then the sample variance of {f̃} provides a rea-
sonable estimate for Var(R(d)). The proof is straightforward (see Goldstein
and Wooff, 2007, sec. 8.10); the intuition is that the sample variance does
not depend on the mean component (which is common to all members of
the MME), so that the sample variance estimates Var(R(f̃)), which equals
Var(R(d)) since Rj(d) = −Rj(f̃). Note, however, that the sample variance
matrix is likely to be singular, since the number of model-outputs will of-
ten be greater than the number of models. This singularity is unlikely to
correspond to our judgements about Rj(d): see section 5.2.
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3.3 Updating judgements about the discrepancy

For our update of d(0) we will use the restricted information in

U ,
(
z − f̃

(1)

h , . . . ,z − f̃
(m)

h

)
≡
(
u(1), . . . ,u(m)

)
. (8)

This satisfies our desideratum of not over-using z, since z is not recoverable
from U . The columns of U are second-order exchangeable, because our choice
for the relationship between y and z implies that z respects exchangeability
with {f̃}. Furthermore, d(0) respects exchangeability with the columns of U :

Cov(u(j),d(0)) = Cov(e + yh − f̃
(j)

h ,d(0)) = Cov(d
(j)
h ,d(0)) = Var(M(d))ha,

(9)
which does not involve j, as required (recollect that h and p index the his-
toric and predictive components of y and other vectors that match it, and
that a = (h, p) indexes all components). For brevity, different notations
are used for variance matrices and covariance matrices. The covariance ma-
trix Cov(M(dh),M(da)) is written Var(M(d))ha, but the variance matrix
Cov(M(dh),M(dh)) is written Var(M(dh)), rather than Var(M(d))hh. Be-
cause d(0) respects exchangeability with the columns of U , the row means for
U ,

ū , m−1

m∑
j=1

u(j) = z − f̄h, (10)

are Bayes linear sufficient for the columns of U when adjusting d0 (see the
Appendix). In other words, rather than adjust d(0) with all m columns of
U , we only have to adjust by the vector ū; the illustration in section 5
demonstrates the practical benefits of this.

The final step is to compute the joint mean vector and variance matrix
of ū and d(0), prior to performing the Bayes linear adjustment of d(0) by ū.
We can write ū as

ū = e +M(dh) +m−1

m∑
j=1

Rj(dh). (11)

According to our previous choices, the expectations of both ū and d(0) are
zero (generalising this would be simple). The three terms in (11) are uncor-
related, and the resulting variances are

Var(ū) = Σe + Var(M(dh)) +m−1 Var(R(dh)) (12a)

Var(d(0)) = Var(M(d)) + Var(R(d)) (12b)

Cov(ū,d(0)) = Var(M(d))ha. (12c)
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Putting these into the Bayes linear adjustment expressions (see the Ap-
pendix) gives adjusted values for the mean vector and variance matrix of
d(0):

EU(d(0)) = Var(M(d))ah

(
Var(ū)

)−
ū (13a)

VarU(d(0)) = Var(M(d)) + Var(R(d))

− Var(M(d))ah

(
Var(ū)

)−
Var(M(d))ha (13b)

where the Moore-Penrose generalised inverse is used for Var(ū). Note that
these expressions describe the functional relationship between the uncertain
U and the adjusted mean and variance of d(0). The adjusted variance is not
affected by the actual value of U . But to compute an adjusted mean, the
observed values for f̃

(1)
, . . . , f̃

(m)
must be used to compute a value for ū,

which is then substituted into (13a).

Special case. One special case may help to clarify these updating expres-
sions. Suppose that Var(M(dh)) dominates the expression for Var(ū), in the
sense that (

Var(ū)
)− ≈ (Var(M(dh))

)−
. (14)

This would happen if Σe were small and m were large. The updating equa-
tions become

EU(d(0)) ≈
(

ū

Var(M(d))ph

(
Var(M(dh))

)−
ū

)
(15a)

VarU(d(0)) ≈ Var(R(d)) +

(
0 0
0 Varh(M(dp))

)
(15b)

where

Varh(M(dp)) , Var(M(dp))

− Var(M(d))ph

(
Var(M(dh))

)−
Var(M(d))hp. (15c)

Note that the historical part of d(0) has an updated mean of ū: exactly
what we would expect if Σe can be neglected. The updated variance of
d

(0)
h is Var(R(dh)): this is the smallest possible value that the variance can

take, because the residual represents a source of uncertainty in d(0) that is
uncorrelated with everything, including U .

Note also that the degree to which U can alter our judgements about d(0)
p

will depend on the covariance Var(M(d))ph. We would expect the strongest
systematic effects in the discrepancy to be among quantities of the same
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type; for example, if a climate model has understated temperatures in some
region over the period 1960–2000 then we might expect that understatement
to continue in the period 2000–2040, but we might be less sure about the
impact on temperatures in a distant region, or on precipitation. Therefore
if our intention is to predict future US temperatures, then we improve our
understanding of the future temperature discrepancy by including in z his-
torical and current US temperatures. The general idea is to put as many
observations as possible into z: it is not necessary to be overly selective be-
cause the Bayes linear calculations scale well with size, at least up to ∼103

observations without any special modifications, and each observation can be
a linear combination such as a mean—spatial, temporal, or both.

4 The ‘anomaly’ approach

This section focuses on practice in climate science, although the issues are
general. The intention is to contrast current practice, which uses ‘anomalies’,
with our more general treatment based on discrepancies.

In climate science, large climate models are used for two main purposes:
comparative studies, and reconstructions. A comparative study is a ‘What
if?’ analysis. For example, Manabe and Stouffer (1995) address the ques-
tion ‘What if a massive amount of freshwater were released into the northern
North Atlantic?’ Here the interest is in the difference between the treatment
(current climate plus massive freshwater flux) and the control (current cli-
mate). In our terms, the treatment is indexed by the p subscripts, and the
control by the h subscripts, and the interest lies in yp − yh.

In Manabe and Stouffer (1995), the result of the experiment is reported
in terms of the difference between the model-outputs, f̃

(0)

p − f̃
(0)

h . This is a
statement about climate, rather than about the model, only if d(0)

p = d
(0)
h ,

for in this case

yp − yh ≡ f̃
(0)

p + d(0)
p −

(
f̃

(0)

h + d
(0)
h

)
= f̃

(0)

p − f̃
(0)

h .

Is it reasonable to believe that the discrepancy would be entirely unaffected
by the treatment? Climate models are carefully tuned to replicate current
climate, and the treatment represents a very substantial extrapolation from
this. It would be more natural to proceed as though the treatment discrep-
ancy d(0)

p were unknown. In this case the results of the experiment could be
reported in terms of the mean vector and variance matrix of yp − yh. This
would require the specification of E(d(0)

p ) and Var(d(0)
p ), if d

(0)
h were treated

as known. The specification of the mean and variance of d(0)
p might proceed
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using a second-order exchangeable MME, as described in section 3.2, setting
z = yh and Σe = 0. Then the result of the experiment would be

E(yp − yh) = f̃
(0)

p + EU(d(0)
p )− yh

Var(yp − yh) = VarU(d(0)
p ).

The second way in which large climate models are used is for reconstruc-
tions. Harrison et al. (1998) reconstruct global vegetation at 6 kyr BP, and
include a detailed analysis of different ways of treating anomalies (their sec-
tion 4). In our terms, h corresponds to the present, and p to the era to be
reconstructed. In Harrison et al. (1998) the climate part of the experiment
is reported in terms of yh +(f̃

(0)

p − f̃
(0)

h ). As above, this is a statement about
6 kyr climate, rather than about the model, only if d(0)

p = d
(0)
h , for in this

case
yp ≡ f̃

(0)

p + d(0)
p = f̃

(0)

p + d
(0)
h = f̃

(0)

p + yh − f̃
(0)

h .

Again, it would be more natural to proceed as though the discrepancy d(0)
p

were unknown. Using a second-order exchangeable MME, the result of the
experiment would be

E(yp) = f̃
(0)

p + EU(d(0)
p )

Var(yp) = VarU(d(0)
p ).

The use of anomalies is ubiquitous in climate science, where the general
idea is that differencing the model-output reduces the effect of systematic
model biases. As already explained, this requires a very strong supposition
about the structure of the discrepancy: a supposition that cannot be tested
within the context of a single model. An approach based on the discrepancy
rather than the anomaly replaces the very strong supposition that d

(0)
h =

d(0)
p with the much more general specification of the mean and variance of

(d
(0)
h ,d(0)

p ). We appreciate that specifying such a mean vector and variance
matrix may seem to be an overwhelming task, while supposing that d

(0)
h =

d(0)
p costs no effort at all. Our innovation in this area is to show that if a

second-order exchangeable MME is available then this task becomes much
more manageable. The next section presents an illustration of how this might
proceed in practice.

5 Illustration: global temperatures

This climate-modelling illustration is presented as proof-of-concept: its main
purpose is to illustrate the various stages of our analysis, and the judgements
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that might be made. Therefore we avoid anything but the broadest physical
interpretation of the updated mean and variance structure of d(0). We will
publish a detailed analysis, in collaboration with climate scientists, elsewhere.

In the body of this paper we show illustrative figures that can be displayed
in black-and-white. Additional figures, that require colour, are given in a
supplement at the end of the paper, and identified with an ‘S’ prefix (e.g.
Figure S1, which occurs on page 29). These will be made available on-line.

5.1 Datasets

We use the World Climate Research Programme’s (WCRP’s) Coupled Model
Intercomparison Project phase 3 (CMIP3) multi-model dataset (http://
www-pcmdi.llnl.gov/ipcc/about ipcc.php). The evaluations in this data-
set are from general circulation models (GCMs); these represent the pinnacle
of climate model complexity and accuracy. We focus on a very small part of
the full dataset, namely Boreal winter (i.e. December to February, or DJF)
mean surface temperature for the period 1995–1999, aggregated to 5◦ × 5◦

grid-cells. Each model-output is a 2448-vector, representing a 72 × 34 col-
lection of grid-cell values. Jun et al. (2008b) provide details of this dataset,
and a comparison between the models (see also Jun et al., 2008a).

We use the same observations as Jun et al. (2008b), shown in Figure S1,
which have been interpolated onto the same grid as the model-outputs. Many
observations are missing (471), particularly around the poles (see also Fig-
ure 2). Because of this, Jun et al. restricted their analysis to the latitude
range 45◦S to 72◦N, and then interpolated the missing values that remained.
In our treatment we allow explicitly for the observations being only a sub-
set of the quantities of interest—the grid-cells with missing observations will
play the role of the ‘predictive’ quantities. In other words, we will assess the
discrepancy for model 0 for every point in the surface grid, even though our
observations only make up a subset of these.

5.2 Statistical modelling

Choice of models. Our first statistical choice is which subset of the 20
models in the MME we treat as second-order exchangeable (for a list of the
models, see Jun et al., 2008b, Table 1). Like Jun et al. we exclude the model
from the Beijing Climate Center (BCC-CM1) on a priori grounds. We also
exclude duplicate models from the same research centre, namely the mod-
els GFDL-CM2.1, GISS-EH, GISS-ER, CCS-M3, and UKMO-HadGEM1; in
each case, we keep the model which we judge is most like UKMO-HadCM3,
which we take as our benchmark, i.e. second-order exchangeable with our
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model 0. This gives us 14 models which we judge a priori to be second-order
exchangeable.

At this point the power of the Bayes linear sufficiency of ū for U when
updating d(0) is clear. Whereas ū has 1977 components, U has 1977 ×
14 = 27678 components; inverting the variance matrix of ū is trivial, while
inverting that of U is practically impossible.

Observation error. For the observation error variance Σe we use a diag-
onal matrix with

Std(ei) =
0.1√

cos(ϕi)
◦C (16)

where ϕi is the latitude of model-output i. This gives an observation error
standard deviation of only 0.1◦C at the equator, corresponding to the very
high level of aggregation in both space and time. The slightly larger values
at higher latitudes reflect the smaller areas of the grid-cells, which implies a
lower degree of aggregation, and consequently a larger uncertainty. A more
sophisticated treatment of observation error is possible (taking into account
the documented uncertainties) but would have no effect on our conclusions,
where this uncertainty is dominated by other sources.

Learning about Var(R(d)). As previously noted, the ensemble sample
variance

S =
1

m− 1

m∑
j=1

(f̃
(j) − f̄)(f̃

(j) − f̄)T (17)

would be a possible choice for Var(R(d)). However, for our application m =
14 and the number of outputs is k = 2448: if we adopt S as our choice, we
are assigning zero variance to all but 13 linear combinations of these outputs.
As this situation of m� k is quite common for models of complex systems,
we describe here an approach that combines prior and ensemble information,
without the overhead of a fully-specified fourth-order update.

Our starting-point is that we do not want to constrain all but m − 1
linear combinations to have zero variance. At the same time, though, our
prior judgements about Var(R(d)) are sufficiently vague that we expect them
to be largely replaced by the information in the ensemble. In particular,
we would like to preserve tr(S) in our choice, and the orientation of the
eigenspace corresponding to the non-zero eigenvalues in S. Write the spectral
decomposition of S as

S = (Γ1,Γ2) diag(λ1,0)(Γ1,Γ2)
T (18)
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where λ1 = (λ1, . . . , λm−1) and λ1 ≥ · · · ≥ λm−1 > 0, and denote the
subspace of Rk spanned by Γ1 as {Γ1}, likewise for {Γ2}. Our approach uses
the information in S for the variance over {Γ1}, and the information from a
prior variance Σ0 for the variance over {Γ2}. This gives

Var(R(d)) = wS + (1− w) c2 Γ2Γ
T

2Σ0Γ2Γ
T

2 (19)

where w ∈ [0, 1], and c2 = tr(S)/ tr(ΓT
2Σ0Γ2) to preserve the trace. Here w

sets the proportion of the total variance in Var(R(d)) found in {Γ1}. If we
were to choose Var(R(d)) = S, then we would be setting w = 1. Instead, we
use our prior variance as a guide to w, by setting w to be the proportion of
the total variance attributed to the first m− 1 eigenvectors of Σ0.

Proof of (19). Denote R(d) as x, initially neglecting w and c2. We assign
the collection w1 , ΓT

1x the variance Λ1 , diag(λ1). We treat the collection
w2 , ΓT

2x as uncorrelated with w1, and we assign it the variance ΓT
2Σ0Γ2,

where Σ0 is our prior variance for x. Taken together, w , (Γ1,Γ2)
Tx has

variance

Var(w) =

(
Λ1 0
0T ΓT

2Σ0Γ2

)
.

Solving for x gives x = (Γ1,Γ2)w, and it follows directly that Var(x) =
S + Γ2Γ

T
2Σ0Γ2Γ

T
2 . The derivation of c2 is straightforward, using

tr(Γ2Γ
T

2Σ0Γ2Γ
T

2 ) = tr(ΓT

2Γ2Γ
T

2Σ0Γ2) = tr(ΓT

2Σ0Γ2).

With the specified choice of c2 both matrices in (19) have trace equal to tr(S),
and so any choice of w ∈ [0, 1] also gives tr(x) = tr(S), as required.

This approach is perfectly general; in our illustration, however, specifying
Σ0 is not straightforward, due to the domain of the model-outputs being the
surface of the earth. We adopt the standard approach, which is to treat the
surface of the earth as a two-sphere S2 embedded in R3 (see, e.g., Gneiting,
1999). A variance function defined on R3 then induces a variance function
on S2. For simplicity, we use an isotropic correlation function on R3. If ϕ(·)
is such a correlation function, then

ψ(θ) = ϕ

(
2r sin

(
θ

2

))
θ ∈ [0, π] (20)

is the induced correlation function on S2, where θ is the angle between two
locations, and r is the radius of the sphere (in our case, the radius of the earth,
6378 km). Given the longitude and latitude of two points, the angle between
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them can be computed using the Haversine formula (see, e.g., Sinnott, 1984).
For ϕ(·) we use a Matérn correlation function with shape ν = 5/2, for which

ϕ(d; `) =

(
1 +

√
5d

`
+

5d2

3`2

)
exp

(
−
√

5d

`

)
(21)

where ` is a scale parameter that sets the correlation length (see, e.g., Ras-
mussen and Williams, 2006, ch. 4). The expected number of up-crossings of
zero in the unit interval for this correlation function is

√
5/3 (1/2π`). This

also applies for great-circle distance on the 2-sphere, if the distance is small
compared to the radius, since then we have, using sin(x) ≈ x for x� π/2,

ψ(θ) = ψ(d/r) = ϕ(2r sin(d/2r)) ≈ ϕ(d). (22)

We choose ` = 3000 km, for which the expected number of up-crossings of
zero in 103 km is approximately 0.07 (the earth’s circumference is approxi-
mately 4 × 104 km, so this is roughly three up-crossings all the way around
the equator, ignoring periodicity). Figure 1 shows sample paths for this cor-
relation length, taken around the equator. Σ0 is defined to be the resulting
Gram matrix of the centres of our 2448 grid-cells. With our choices we have
c = 3.9◦C, and w = 0.69 in (19).

The attraction of our approach is that, once we have selected an isotropic
correlation function, it focuses attention onto a single quantity, the prior
correlation length (`, in our case). Where our prior judgements are not very
well-formed or time is pressing, we may choose this quantity according to
the number of up-crossings, and the behaviour of sampled values. But there
is no particular reason to select such a constrained choice for Σ0, and in a
more detailed analysis we would want to include information about latitude,
and about the contrast between land and ocean.

Estimating Var(M(d)). As already noted, to choose Var(M(d)) = 0
would be to assert that the representative model M(f̃) is a perfect repre-
sentation of the actual system. For climate models, we do not believe this to
be the case. Tebaldi and Knutti (2007, pp. 2067–2068) provide a summary
of common sources of climate model error, most of which would be gener-
ally applicable to models of complex physical systems. In their summary of
current practice in climate science, Tebaldi and Knutti observe

Most studies implicitly assume [. . . ] model independence in their
statistical analyses, while many others intuitively make use of it in
that they are more confident about a result that is common to all
models than about results only seen in a single model. (p. 2067)
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Figure 1: Sample paths for the prior correlation function for Var(R(d)), taken
around the equator.
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In our second-order exchangeability approach, we move beyond ‘independent’
models when we specify a matrix for Var(M(d)) which is not zero.

The simplest treatment that does not set Var(M(d)) = 0 would be to set
Var(M(d)) ∝ Var(R(d)): this is a very attractive option because we already
have an approach for specifying Var(R(d)). This formalises the following
notion:

When the individual models disagree on some component, then the
models taken together are judged less accurate about that compo-
nent.

When Var(R(di)) is large, we judge that the representative model value
M(fi) is a poor guide to yi, hence we would like Var(yi − M(fi)) to be
large, or, equivalently, Var(M(di)) to be large (see eq. 7). Note that this
notion is in complete accord with the ‘intuitive’ treatment identified in the
previous quote, although it is clear that this is not exclusively a consequence
of model ‘independence’, since it can be formalised within the more general
statistical framework of second-order exchangeability.

In fact we use the more general relation

Var(M(d)) = A+QVar(R(d))Q (23)

for non-negative definite matrix A and diagonal matrix Q. We include a
non-zero A because otherwise perfect agreement between all the models in
the ensemble for an output i would imply that Var(M(di)) = 0, i.e. M(fi)
is a perfect representation of yi.

Although it might be possible to elicit A and Q directly, a more practical
approach would be to choose their values in terms of the implications for the
discrepancy standard deviation Std(d

(j)
i ), which is the same for all j, and for

the discrepancy cross-model correlation Corr(d
(j)
i , d

(j′)
i ), which is the same

for all pairs j, j′, j 6= j′. For this reason we restrict ourselves to a diagonal A
matrix. We judge that latitude will be the dominant feature of the diagonal
of Var(M(d)), and therefore we consider an expression for the diagonal of A
of the form

Aii = α0 + α1 cos(ϕi) + α2 sin(ϕi) (24)

where the cosine term captures the main latitude effect, and the sine term
introduces an asymmetry between northern and southern hemispheres. For
Q we use a constant value, Qii = q. Our choice of α = (α0, α1, α2) and q
can be informed by the ū2

i values, where we have them (i.e. on subset h),
although we must be cautious about using ū too intensively, because the
observational data do not cover the high latitudes, as shown in Figure S4.
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Figure 2: Absolute standardised prior prediction errors, for grid-cells where
we have observations. Grid-cells without observations are shown in white.

From (12a), (23), and (24),

ū2
i ≈ Σe

ii + α0 + α1 cos(ϕi) + α2 sin(ϕi) + (q2 +m−1) Var(R(di)) (25)

for i ∈ h. The fitted values (using iterated weighted least squares) based
on the observations of ū2

i are α0 = 7.77, α1 = −7.28, α2 = 2.74, q2 = 0.16.
These seem reasonable, both in themselves, and in terms of the discrepancy
standard deviations and cross-model correlations implied by these choices:
these are shown in Figures S2 and S3.

Diagnostics. For diagnostic assessment of our statistical choices we com-
pare the actual values ū against our prior predicted mean vector (zero)
and variance matrix. Figure 2 shows the absolute (i.e. unsigned) standard-
ised prediction errors for each grid-cell where we have an observation, i.e.
|ūi|/ Std(ūi). These all lie in the interval (0, 3). Figure S4 shows the under-
lying signed values.

We can also compute a scalar summary diagnostic, the Mahalanobis
statistic, which has expectation rank(Var(ū)) = 1977. The computed value
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of this diagnostic is 47% of its expected value, indicating that we appear to
overstate uncertainty relative to the observations, in our specification of the
multivariate structure. Overall, we have found that our adjusted mean and
standard deviations for d(0) are quite robust to the specification of Var(R(d))
and Var(M(d)), within the general framework we have outlined here.

Adjusted mean and variance. Figure 3 shows the adjusted mean dis-
crepancy, which we might interpret as a point-estimate of the discrepancy of
model 0. Within the constraints of black and white graphics, we have shown
the positive and negative mean values separately. This figure also shows the
updated marginal standard deviations. Colour versions are shown in Figures
S5 and S6.

Rather than comment on these Figures in detail, which would involve a
more detailed analysis of climate and climate model limitations, we simply
note that according to our choices, the estimated discrepancy can be large
(typically ±4◦C, sometimes larger), and it has strong spatial structure. The
adjusted marginal standard deviations are typically 2-4◦C. Note that our
adjusted uncertainty about the discrepancy is not insubstantial. Even after
correcting model 0 using the adjusted mean discrepancy, the difference be-
tween the model-output and the true value in any grid-cell could easily be
±4◦C.

The eigenvectors of the adjusted correlation matrix are shown in Fig-
ure S7. They indicate a very strong spatial structure in the discrepancy
affected by latitude and by land/ocean contrasts. One of our medium-term
goals is to link the structure we observe in this type of analysis to physical
modelling choices.

Discussion. Finally, we stress that our assessment of the variance of d(0)

is too large, because we have not distinguished between each model’s tuned
input value and its best input value. The best input for each model is un-
known, but it is extremely unlikely that the tuned input value is equal to
the best input value, and it is quite unlikely that the difference is negligible,
given that tuning is hampered by the expense of evaluating the GCMs at
different choices of the inputs. The difference between actual climate values
and the model-output at the tuned input value comprises two terms: the
discrepancy plus the difference between the output of the model at its best
input and at its tuned input. We judge that the variance of the discrepancy
dominates, and in this case our assessment is reasonable.

A problem can arise, though, in models that are over-tuned to observa-
tions. Over-tuning can be thought of as moving the tuned input away from
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Figure 3: Adjusted mean and standard deviation of the discrepancy of model
0, on a common scale. Panel A: Positive updated mean values; Panel B:
absolute negative mean values; Panel C: marginal standard deviations.
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the best input, in order to improve fit to observations at the expense of the
predictands. So over-tuning increases the difference between the tuned input
and the best input and, for the predictands, increases the difference between
the tuned output and the best output. Whether it increases our assessment
of the discrepancy variance is more subtle. There is no particular reason why
the best input should favour observations rather than predictands, and on
that basis our statistical modelling of the discrepancy has made no distinc-
tion between them. But if the tuned input value favours the observations,
then we need to account for this, in order that we do not underestimate the
predictand discrepancy on the basis of a small difference between observa-
tions and model-outputs. This is a very difficult issue to resolve, but one
way forward is to put learning about the best input on a solid statistical
footing, using prior judgements that do not distinguish between observations
and predictands (Rougier, 2007).

6 Summary and discussion

In climate science, the IPCC has been instrumental in encouraging differ-
ent research groups to archive their model-evaluations in a common format,
in order to improve our understanding of the relationship between climate
models and climate itself. What has been lacking is a statistical framework
within which these models and climate can be jointly analysed, making quite
explicit our judgements about the marginal contribution of each individual
model, and the degree to which all models share common sources of error.
The second-order exchangeability approach we outline here is such a frame-
work.

Although second-order exchangeability is far less restrictive than the ‘in-
dependence’ approach, it is still too strong for the kind of ‘ensemble of op-
portunity’ represented by the IPCC multi-model ensemble (MME). Our ap-
proach requires two types of judgement. First, qualitative judgements to
select a subset of model-evaluations that are deemed to be second-order ex-
changeable with a benchmark model. Second, quantitative judgements to
construct a joint mean and variance over model evaluations, actual climate,
and climate observations. These quantitative judgements can be informed
by quantities estimated from the MME and the climate observations, but
cannot be based entirely on them. In particular, there are no data that can
tell us the degree to which the models share a common source of error. The
authoritative source of this information is the climate scientists themselves.
Therefore our approach is very much a framework within which climate sci-
entists can exercise their judgements, rather than an algorithm for turning
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an MME into a climate prediction.
In our illustration in section 5 we demonstrate a ‘minimal’ elicitation of

these judgements: first, our choice of Var(R(d)) is informed by the MME, and
then we judge it appropriate to set Var(M(d)) equal to A+QVar(R(d))QT ,
for some specified matrices A and Q; where the values in A and Q are also
informed by the MME, and by the observations. We see this minimal elici-
tation as a starting point for improvements in two directions. First, our very
simple specification of A and Q should yield to a more nuanced treatment
by climate scientists, who are much more familiar with the properties of cli-
mate models and actual climate than we are. We are currently working with
climate scientists to this end.

Second, we have presented here a second-order framework for learning
about the discrepancy, where the values for the variances ofM(d) and Rj(d)
must be explicitly quantified. This should yield to a fourth-order analysis in
which these variance matrices are updated from the MME. In other words,
we would like to move the judgements that inform our choice of A and Q
into our prior assessment, to be modified more formally by information from
the MME and from the observations. Variance learning within the Bayes
linear framework is discussed in Goldstein and Wooff (2007, ch. 8). Variance
learning requires additional judgements of second-order exchangeability on
squared quantities, and leads to rather more complicated calculations. From
a practical point of view, the updating operation becomes much more compu-
tationally intensive, because the objects to be updated (variance matrices)
are much bigger. Therefore the description of the framework for variance
learning in sizable applications must also consider implementation, in par-
ticular the approximations that will allow us to continue to work with large
collections of model-outputs.
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Appendix: Bayes linear concepts

In this Appendix, we define second-order exchangeability, state the Repre-
sentation Theorem for second-order exchangeable quantities, and describe
the relevant Bayes linear theory for making adjustments of second-order ex-
changeable structures; for details and proofs, see Goldstein and Wooff (2007).

Definition 1 (Second-order Exchangeability). The sequence of random vec-
tors X , (X1, . . . , Xm) is said to be second-order exchangeable if the first
and second-order belief specification for the sequence of vectors is unaffected
by any permutation of the order of the vectors, so that: (i) the mean vector
and variance matrix is the same for each vector Xj; and (ii) the covariance
matrix is the same for any pair of vectors Xj and Xj′, j 6= j′. A further
random vector Y is said to respect exchangeability with the sequence X if
Cov(Xj, Y ) takes the same value for each j. (Goldstein and Wooff, 2007,
p. 184)

Elements of second-order exchangeable sequences can be expressed ac-
cording to the following Representation Theorem (Goldstein, 1986).

Theorem 1 (Second-Order Representation Theorem). If {X} , {X1, X2, . . .}
is an infinite second-order exchangeable sequence of random vectors, then we
may introduce the further random vector M(X), termed the population mean
vector, and the infinite sequence {R(X)} , {R1(X), R2(X), . . .}, termed the
residual vectors, which satisfy the following properties:

1. Xj = M(X) +Rj(X) for each j;

2. The collection {R(X)} is second-order exchangeable, with E(Rj(X)) =
0, Cov(Rj(X),Rj′(X)) = 0 for j 6= j′, and Cov(M(X),Rj(X)) = 0;

3. Any random vector Y which respects exchangeability with {X} must
satisfy Cov(Y,Rj(X)) = 0.

(Goldstein and Wooff, 2007, pp. 186, 233)

Note that Var(Rj(X)) is the same for all j, and can be written Var(R(X)).
The Bayes linear adjusted expectation of the random vector B given the

random vector D, denoted ED(B), is the linear combination of D with the
minimum expected squared distance to B, and is computed as

ED(B) = E(B) + Cov(B,D) Var(D)−
(
d− E(D)

)
, (A1)

where d is the observed value of D. Here Var(D)− is the Moore-Penrose
inverse of Var(D), which generalises the usual matrix inverse when Var(D) is
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singular. The value of E
(
{B − ED(B)}2

)
, denoted VarD(B), is the adjusted

variance of B given D, and is computed as

VarD(B) = Var(B)− Cov(B,D) Var(D)− Cov(D,B). (A2)

Note that this adjusted variance is determined by joint variance of (B,D),
and not affected by the actual value of D, d. These adjustment expressions
are the same as though that would be derived from choosing to treat (B,D)
as multivariate Normal and conditioning B on D.

In some cases, identical results may follow from adjustment by different
collections of random quantities. In particular, we say that a random vector
V is Bayes linear sufficient for D when adjusting B if ED∪V (B) = EV (B).

Theorem 2 (Sufficiency of the sample mean). If {X} is an infinite, second-
order exchangeable sequence, then the sample mean X̄(m) is Bayes linear
sufficient for (X1, . . . , Xm) when adjusting some quantity W in the follow-
ing cases (i) W = M(X); (ii) W = Xj for any j > m; (iii) W respects
exchangeability with {X}. (Goldstein and Wooff, 2007, sec. 6.10)
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Colour supplement
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Figure S1: Observations on mean DJF surface temperature 1995–1999 (◦C),
aggregated to 5◦ × 5◦ grid-cells. Missing observations (mainly around the
poles) are shown in white.
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Figure S2: Prior standard deviation of the discrepancy of each of the models
judged to be second-order exchangeable.
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Figure S3: Correlation between the discrepancy of any pair of models judged
to be second-order exchangeable.
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Figure S4: Standardised prediction errors, both positive and negative, for
grid-cells that have observations.
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Figure S5: Adjusted mean for the discrepancy of model 0 (the prior mean is
zero everywhere).
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Figure S6: Adjusted standard deviation of the discrepancy of model 0, on
the same scale as the prior standard deviation (Figure S2).
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First eigenvector
(14% of total trace)

Second eigenvector
(9% of total trace)

Third eigenvector
(6% of total trace)

Fourth eigenvector
(5% of total trace)

Figure S7: Eigenvectors of the adjusted correlation matrix of the discrepancy
of model 0, with negative values in blue and positive values in red.
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